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Abstract — The majority of planetary missions return only one 
thing: data. The volume of data returned from distant planets is 
typically minuscule compared to Earth-based investigations, 
volume decreasing further from more distant solar system 
missions. Meanwhile, the data produced by planetary science 
instruments continue to grow along with mission ambitions. 
Moreover, the time required for decisional data to reach science 
and operations teams on Earth, and for commands to be sent, 
also increases with distance. To maximize the value of each bit, 
within these mission time and volume constraints, instruments 
need to be selective about what they send back to Earth. We 
envision instruments that analyze science data onboard, such that 
they can adjust and tune themselves, select the next operations to 
be run without requiring ground-in-the-loop, and transmit home 
only the most interesting or time-critical data. 

 We present a first step toward this vision: a machine 
learning (ML) approach for analyzing science data from the 
Mars Organic Molecule Analyzer (MOMA) instrument, which 
will land on Mars within the ExoMars rover Rosalind Franklin in 
2023. MOMA is a dual-source (laser desorption and gas 
chromatograph) mass spectrometer that will search for past or 
present life on the Martian surface and subsurface through 
analysis of soil samples. We use data collected from the MOMA 
flight-like engineering model to develop mass-spectrometry-
focused machine learning techniques. We first apply 
unsupervised algorithms in order to cluster input data based on 
inherent patterns and separate the bulk data into clusters. Then, 
optimized classification algorithms designed for MOMA’s 
scientific goals provide information to the scientists about the 
likely content of the sample. This will help the scientists with 
their analysis of the sample and decision-making process 
regarding subsequent operations.  

 This data characterization and categorization is the first 
step of a longer-term objective to enable the spacecraft and 
instruments themselves to make real-time instrument 
adjustments during operations, thus optimizing the potentially 
complex search for life in our solar system and beyond. 
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I.  INTRODUCTION  
 A major focus of planetary and small body missions 
in our solar system is to search for life beyond Earth through 
the use of a variety of sensors and instruments. Planetary 
missions have been designed to study the evolution of our 

solar system and help us understand planetary processes that 
support habitability and potentially, life. These missions face 
many challenges, including having to withstand extreme 
temperatures and harsh radiation environments, as well as 
needing to transmit data great distances back to Earth. Both 
can lead to low data volumes. As humanity ventures further 
into the solar system, data become increasingly precious while 
scientific and technical challenges deepen. Current mission 
operations, such as on the Curiosity Rover on Mars, require 
manual data review and subsequent decision making using a 
ground-in-the-loop workflow, significantly slowing some 
mission activities and tasks. Furthermore, such operations are 
not compatible with some planetary destinations. Science 
Autonomy -- the ability for science instruments to 
autonomously tune, operate, analyze, and direct themselves to 
optimize science return -- is necessary as planetary missions 
begin to visit more challenging locations.  
 
 Recent developments have demonstrated the 
tremendous potential of robotic explorers for planetary 
exploration and for other extreme environments. We believe 
that science autonomy has the potential to be as important as 
robotic autonomy (e.g., roving terrain) in improving the 
science potential of these missions because it directly 
optimizes the returned data. On-board science data processing, 
interpretation, and reaction, as well as prioritization of 
telemetry, therefore comprise new, critical challenges of 
mission design. 
 

Mass spectrometers have enjoyed a long and 
successful history as mission‐enabling payload instruments for 
the in-situ investigation of planetary bodies [1]. Mass 
spectrometers can be used in orbiters for atmospheric 
measurements or in landers for surface sample measurements. 
Mass spectrometers have been carried on more than 20 
missions, with destinations that include the Moon, Mercury, 
Venus, Mars, Jupiter, Saturn, Titan, and comets.  
 
 The development of more sophisticated and precise 
instruments has resulted in substantially increasing data 
volumes (Table 1). To deal with this growth, NASA 
anticipates increasing deep space communication bandwidth 
by a factor of ten each decade for the next three decades 
(according to JPL Office of the Chief Technologist). However, 
mass spectrometer raw data growth has the potential to 



outpace even this, perhaps increasing by a factor of 100 or 
more each decade. 

Table 1: Mass Spec. Development and Data Volumes 

Mass Spec. 
Type 

Mission Launch Samples/Sec 

Quadrupole MSL 2012 50 
Ion Trap ExoMars 2022 50,000 
Orbitrap Future TBD 5,000,000 
  
 We envision instruments that maximize the value of 
each bit by analyzing science data in-situ such that they can 
adjust and tune themselves, select the next operations to be run 
without the ground-in-the-loop, and transmit back to Earth 
only the most interesting data. In this paper we present the first 
step in this vision: a machine learning approach for analyzing 
science data from the Mars Organic Molecule Analyzer 
(MOMA) instrument, to be delivered to Mars as part of the 
ExoMars mission in 2023. 
 
 

II. MACHINE LEARNING STRATEGY FOR PLANETARY 
EXPLORATION MISSIONS 

A. Long-term goal: Science Autonomy for Exploration 
Missions 
 We seek to optimize mission operations and data 

transmission effectiveness by automating science decision-
making, using both data science (application of the scientific 
method to discover insights from data) and machine learning 
(mathematical algorithms trained by fitting data to patterns or 
clusters from previous experience) approaches. 

 Science autonomy will enable on-board operational 
decisions that can be described as the capability for instruments 
to decide how to proceed autonomously and perform tasks in 
order to achieve science objectives. Science autonomy (distinct 
from robotic autonomy) can be split in two categories: 
instrument automation and data interpretation automation. 
Firstly, instrument automation will enhance the data collection 
process by enabling decisions regarding the instrument use 
(sample selection, duration of the experiment, rate the quality 
of data, automation in certain routine measurements) to 
improve sampling rates for in-situ missions. These automation 
processes will enable science activities in locations where 
operation scenarios involving space-and-ground interactions 
are not possible or severely limited and will then maximize the 
quality of science return during these very challenging 
missions. Secondly, data interpretation automation will enable 
data prioritization to only send back the most “valuable” data to 
Earth. As data transmissions/downlink will be more 
challenging for exploratory missions, the privileged data that 
will be sent back to Earth should be the most valuable for 
science return. The next generation instruments should be 
developed with a new performance metric: the quality of the 
transmitted data. This second type of automation is very 
complex and will need consistent methods for data analysis as 
the interpretation of scientific data is subjective, highly tailored 

to the instrument and the environment and thereby requires 
expertise.  

 In order to study the origin and evolution of our solar 
system, as well as to search for life beyond Earth, many 
planetary missions are equipped with mass spectrometer 
instrumentation. Mass spectrometry helps identify molecules in 
a sample by measuring their molecular weights as well as their 
fragmentation patterns. Interpreting mass spectra of complex 
and a priori unknown samples can be highly challenging. In 
practice, using techniques compatible with spaceflight, mass 
spectra of collections of molecules derived from planetary 
materials (such as rocks) can consist of large numbers of peaks 
representing ionized fragments and adducts of molecular 
species. Scientists using Earth-based commercial mass 
spectrometers often benefit from identification based on 
comparison to libraries of thousands of mass spectra known to 
be relevant to the application. While such libraries will 
certainly still play some role in the interpretation of returned 
planetary data, due to the specialized designs required for space 
missions, space-bound instruments often do not produce data 
directly comparable to standard libraries. Additionally, space-
bound instruments searching for signs of life are trying to 
identify different and potentially unfamiliar molecules relative 
to typical laboratory analyses. Therefore, in some cases, there 
is no useful library dataset available. Our near-term goal is to 
help scientists on ExoMars to perform data analysis and data 
interpretation to enhance their decision-making process during 
mission operations. 

 

B. Mars, ExoMars and the MOMA instrument 
 In the past decades, various missions have been sent 

to Mars and while no evidence of life has been found, we know 
now that this neighbor planet had all the necessary conditions 
to support life in the distant past (standing water, thick 
atmosphere, organic material) [2]. Mars lost its magnetic field 
at some point in the past, and thus it has been under constant 
bombardment by solar radiation for approximately three billion 
years. Mars has a thin atmosphere (pressure is 1% of Earth’s) 
composed 96% of CO2, and water has been found under the 

Identify applicable sponsor/s here. (sponsors) 
Figure 1: ExoMars rover description (credits: ESA website) 



Martian surface. Studies suggest that if life or its remnants are 
to be found, we should look at least 2m below the surface [3].  

 ExoMars (Exobiology on Mars) is an astrobiology 
program developed by the European Space Agency (ESA) and 
the Russian Space Agency (Roscosmos). The ExoMars goals 
[4] are to search for signs of past and present life on Mars, 
investigate the water and geochemical environment variations 
and examine Martian atmospheric trace gases and their sources. 
The ExoMars Rosalind Franklin rover will carry a drill and a 
suite of instruments for geochemistry research. 

 One of these instruments is the Mars Organic 
Molecule Analyzer (MOMA) [4]: a dual-source linear ion trap 
mass spectrometer-based investigation that will enable 
considerable progress in the analysis of organic matter as it 
combines two “front-end” techniques: laser desorption 
ionization (LDI) and pyrolysis-gas chromatography (py-GC). 
MOMA represents a notable advance in space mass 
spectrometry as it is the first to use the LDI technique, and the 
first to feature both tandem mass spectrometry (MS/MS) and 
the stored waveform inverse Fourier transform (SWIFT) 
technique, which filters trapped ions for better performance 
over smaller mass ranges. Future missions going further in our 
solar system, such as the Dragonfly rotorcraft exploring Titan, 
will be equipped with a similar instrument, the Dragonfly Mass 
Spectrometer (DraMS) [5]. 

 During Martian operations, MOMA will nominally 
first study a sample using laser desorption mass spectrometry 
(LDMS) mode, with data returned to Earth for science team 
analysis and determination/confirmation of the operation to be 
performed on the next sol (Mars day) [6]. It will be possible to 
run further experiments on the same sample, with optionally 
adjusted parameters (including relocating the laser analysis 
spots on the sample, or running MS/MS and SWIFT), move on 
to GCMS analysis, with its own options/parameters), or to wait 
to examine a new sample delivered by the rover’s sampling 
drill. This tactical science planning process is challenging: The 
team will have as little as 24 to 48 hours to decide how to 
further investigate a sample. Anything that could make an 
analysis more effective would be beneficial. Scientists will 

need techniques that can quickly extract the information of 
interest from new data in order to focus on the salient features 
for interpretation and tactical planning. Machine learning 
techniques that utilize the growing body of mass spectrometry 
knowledge most pertinent to MOMA, have the potential to help 
this time-limited decision-making process during operations, as 
well as to serve as a proof of concept for future instruments and 
mission designs. 

 

III. MACHINE LEARNING DEVELOPMENT ON MOMA DATA 
 In this study we used data collected from the MOMA 
Engineering Test Unit (ETU) in operation at NASA’s Goddard 
Space Flight Center. This instrument has been a workhorse 
scientists and engineers used to characterize instrument 
performance. During the last several years, over 300 solid 
samples were tested on ETU and over 500,000 LDMS spectra 
were generated. For this project, only LDMS data are being 
studied. In LDMS mode, the laser creates ions from the solid 
sample through a process dependent on laser fluence (energy 
density) and wavelength. As there is no chromatographic pre-
separation, LDMS spectra can be quite complex, compared to 
individual (time stamped) GCMS spectra, therefore making 
machine learning most immediately useful for LDMS mode.  

Algorithms are being developed that will learn from 
these data in order to build generalizable models giving 
classifications -- or find novel patterns -- in new data from 
Mars of direct use to scientists. This project is structured in 
three main steps shown on Figure 2: data pre-processing, 
filtering (using unsupervised algorithms), and matching (using 
supervised training). 

 

A. Data Pre-processing 
 As with most machine learning projects, collecting a 

coherent, well-formatted and complete dataset was the first 
challenge. The raw data collected from ETU are mass spectra 
(x-units: m/z, y-units: relative intensity) combined with several 

Figure 2: MOMA ML organization description 



Figure 3: MOMA ETU mass spectrometer raw data 

experimental parameters. Figure 3 illustrates several mass 
spectra overlaid for cesium iodide sample.  

 MOMA maintains a detailed database of every mass 
spectrum with metadata for each spectrum. The metadata have 
been critical to implementing a working ML model. The ETU 
includes a sample carousel that can be preloaded with up to 20 
individual samples. Each mass spectrum in the database is 
associated with a specific sample at a particular carousel 
location. However, many of the ETU mass spectra were 
affiliated with engineering calibration, mechanical checks or 
performance tests, not useful for Mars analog sample 
classification. Directly admixing these spectra would strongly 
bias the results and render useful machine learning impossible. 

Simple pre-processing “Goldilocks” algorithms -- 
identifying mass spectra with too little or too much signal -- 
removed many scans.  However, this was still insufficient to 
cull the large number of deceptive spectra generated from 

engineering (e.g. mechanical, electrical) tests. Fortunately, each 
mass spectrum’s metadata contains a marker indicating the 
state of the software at the moment the spectrum was recorded. 
We identified markers indicating a consistent science state of 
the instrument and generated a query to retrieve spectra from 
only those software states.   

 The remaining spectra were then transformed into 
unidimensional arrays by indexing summed signal data to 
rounded, ‘integerized’ (transformed into integers corresponding 
to the nominal unit mass) values ranging from 1 to 2000.  The 
selected experimental parameters were then appended to the 
end of the array.  Finally, a Python dictionary was created 
mapping scan IDs to their indexed arrays and saved in JSON 
format for use as machine learning input data. After all the data 
reductions on an original set of more than 800,000 spectra 
(both LDMS and GCMS modes), the pre-processing stage 
provided a data set containing 30,000 relevant mass spectra in a 
standardized format for further processing. We called this 
“Data Set A”. 

B. Filtering Stage 
 Data Set A still contained many “misleading” 
(inapplicable) spectra due to operational errors or non-
standard hardware configurations. In the filtering stage we try 
to remove these spectra by applying unsupervised learning 
algorithms from the Scikit-learn (sklearn) library that is a 
machine learning library available in the Python programming 
language. These algorithms have no foreknowledge of the data 
and simply separate the data into a number of clusters based 
on patterns and similarities. Each algorithm has a different 
pattern-matching method and different input parameters to 
define the algorithm’s behavior.  
 An ideal algorithm would separate the interesting 
data into one set of clusters and the inapplicable data into 

Figure 4: Examples of a 10-clusters results on ETU MOMA data 



another set of clusters. To determine which algorithm came 
closest to this, we ran each algorithm against Data Set A over 
an array of input parameters, resulting in a two-dimensional 
search space. To find the optimal separation, two methods 
were used: mathematical machine learning performance 
measures, such as the Davies-Bouldin and Calinski indices, 
and scientist-based subjective interpretations. To accomplish 
the second approach, a series of in-person workshops allowed 
MOMA mass spectrometer scientists and the data scientists to 
sit side-by-side to study the different clustering algorithm 
outputs, determining the algorithm(s) which best clustered the 
scans according to MOMA science goals. Additional software 
was written to allow visualization and comparison of the 
clustering algorithm output. 
 
 During these four workshops, a feedback loop 
process between scientist inputs and data science team helped 
determine the most effective algorithms. An example of a 10-
cluster algorithm output is illustrated in Figure 4. The output 
of the filtering stage is a subset of the clusters collected by the 
best filtering algorithm. We call this “Data Set B”. 
 

C. Matching Stage 
 In the third stage, using Data Set B, we developed 
supervised learning methods. Supervised learning starts with 
training data that are tagged with the “correct answers” or 
“target values” where those can be provided. Each mass 
spectrum is labeled in the database with the name of the 
sample that the laser targeted to generate the spectra. The first 
order approach was to take new mass spectra and find the 
closest mass spectra that the algorithm has been trained to 

recognize. In operations on Mars, when a new spectrum is 
viewed, the software could provide a “Customers Also 
Liked…” (CAL) interface that shows samples in the database 
most similar to the spectrum including the quality of the 
match.  

The ~300 Mars analog samples currently tested on 
the MOMA ETU had not been originally selected to guide a 
machine learning approach. The samples range from rocks 
collected from various locations on Earth similar in some way 
to those expected on Mars, to pure compounds or mixtures 
used to characterize and bound instrument performance. This 
is a somewhat erratic dataset from a machine learning point of 
view, and limits the usefulness of the Customers Also Liked 
approach. The selection of a set of samples to specifically train 
a machine learning algorithm to its scientific goal is a subject 
of additional research and new set of samples may be chosen 
for the future. However, another solution was found to expand 
the usefulness of the existing dataset. The science team 
reviewed the database of samples and pre-tagged each sample 
with broad categories, selected to assist scientific decision-
making. Each of the 300 samples were categorized in one of 
10 groups, such as “Pure Organic Standard”, or “Spiked 
Mineral”.  The algorithm could then be trained to identify 
categories as well as specific samples. After having trained our 
algorithm, the model with a tuned set of weights would be able 
to predict answers for similar data that have not already been 
tagged. New mass spectra will be fed into our algorithm and 
will return the predicted category, the analog sample within 
the category, and the most similar known scans, providing the 
scientists all the information about the experiments that 
generated the known data (instrument parameters and sample 
information). 

Figure 5: Comparison of accuracy of 9 supervised learning algorithms 



Figure 6: UMAP algorithm comparison between supervised and unsupervised clustering 

 Several classic supervised algorithms were applied to 
the tagged dataset. Logistic regression, K-Nearest Neighbors 
(KNN), decision tree, random forest, Linear Discriminant 
Analysis (LDA), and Multi Layer Perceptron (MLP) classifier 
gave the most accurate results on our training and testing sets 
as shown on Figure 5. 
 
 After this proof-of-concept regarding supervised 
learning and based on the superior results from the MLP 
classifier, the most basic neural network algorithm, we 
decided to develop our own “home-made” neural network to 
best fit the MOMA science goals. We are developing a first 
basic 3-layer neural network using Keras, an open-source 
neural network library written in Python, results will be 
presented in a future report. 
 
 

D. “Data visualization” 
 Cultivating and understanding the input data are often 
the most challenging parts of a machine learning problem. To 
help visualize the data, we chose to implement the Uniform 
Manifold Approximation and Projection (UMAP) algorithm 
[7]. UMAP is a powerful dimension-reduction algorithm based 
on manifold learning techniques and topological data analysis. 
UMAP converts a high-dimensional dataset to a lower-
dimension graph while retaining all its original information. 
While mainly used for dimensionality reduction itself, UMAP 
can be extended to support semi-supervised and supervised 
learning via dimension reduction and clustering. Furthermore, 
UMAP offers not only the possibility to combine supervision 
but also to add new unseen data into an existing embedding 
space. This property allows UMAP to be used as part of 
machine learning pipelines for both clustering and 
classification tasks. After having labeled the data during the 
supervised learning pipeline, we used UMAP in both 

unsupervised and supervised modes to cluster our data as 
shown in Figure 6. These methods are currently being further 
developed to generate new data and to test the “Customers 
Also Like…” approach. 
 

IV. CONCLUSION 
 The up-front organization and annotation of the 
MOMA ETU data made this focused project feasible. 
However, the set of analog samples tested was not optimal for 
direct application of machine learning approaches. Initial 
understanding of the range of data and broad categories (i.e. 
data type heterogeneity) was immensely helpful. Additional 
research planned will study what are the characteristics of a 
collection of real-world samples to aid machine learning 
algorithms, albeit not to constrain arbitrarily the planetary 
applicability of the sample set. Also, the relatively small 
amount of collected data, compared to typical ML 
applications, is a challenge. Defining clusters and categories in 
the field of mass spectrometry can be further complicated due 
to both intrinsic data complexity and subjectivity or bias of 
expert analysts which introduces an error bar into the 
supervision process.  We are investigating ways to remove the 
subjectivity by employing larger numbers of experts, 
standardizing expert assignment criteria, and through 
additional unbiased computational methods. 
 

A. Limitations and Challenges 
1) Data Limitations:  

 The amount of data collected with flight analog 
instruments (such as the MOMA ETU) is insufficient for 
typical machine learning algorithms. Testing on space analog 
and flight instrumentation is constrained due to limited project 
resources, logistics, and sample availability, as well as by 



requirements to stay within hardware operational lifetimes, 
and often complex or time-consuming sample loading and 
analysis procedures.  It is therefore essential to develop 
methods to appropriately expand our data volume in this and 
future projects.  
 

a) Synthetic data: 
One possible solution is the development of a mathematical 
model of the physical process of ionizing a sample and the 
generation of a mass spectrum from the resulting ions. 
However, such a model is exceedingly complex, and quantum 
chemical models are not yet able to solve this problem in a 
reasonable amount of time. 

b) Artificial data: 
We are working on techniques to generate artificial data 
including Generative Adversarial Networks (GANs) 
algorithms as well as Variational Autoencoders (VAEs) in 
order to generate simulated data as close as possible to the real 
instrumental dataset. 

c) Commercial and flight instruments: 
Another concept to overcome the lack of data is to combine 
knowledge and training data from a wider variety of 
instruments using transfer learning techniques. The idea is to 
use different instruments (commercial and in-flight models) 
and combine their datasets to improve the performance of our 
models via increased data volume. Data augmentation is a 
very challenging task for our project as we want to be sure that 
the generated data will be representative of the analytical 
mechanisms present. 
 

 
2) Implementation in future missions: 

 First results of this study show that the preliminary 
categorization achieved using the filtering stage could permit 
autonomous operations such as prioritization of example data 
to be sent to Earth and/or decisions about re-tuning parameters 
specific for the studied sample.  
 Future mission and instrument designs should 
consider the benefit of numerous autonomy techniques using 
artificial intelligence (machine learning, data science, etc.). 
Mission design stakeholders (engineers, scientists and mission 
planners) may choose to build instruments that are more 
closely aligned to commercial instruments in order to take 
advantage of vast input datasets, to create additional ground-
based instances of the instruments to enhance the data 
collection process (such as our MOMA ETU), and equip new 
instruments with more powerful computers (CPUs) in order to 
implement on-board ML. To achieve breakthrough science, it 
will be strategic and perhaps necessary to explore the potential 
of autonomy.   
 Not only does the mission and instrument design 
need to accommodate the implementation of ML techniques, 
but the calibration dataset has to be well defined from the 
beginning of the mission concept in order to support the 
development of effective and accurate algorithms. Indeed, 
instrument scientists will have to establish a clear sample 

acquisition strategy based on the science goals of their mission 
and develop test campaigns with the proper balance of 
samples in mind. During this project, the data science team 
had to pre-process data multiple times and reorganize it to 
remove bias from the large amount of calibration or other 
inapplicable data. Future mission and instrument scientists 
could collect data in a comprehensive manner enabling further 
data science analysis and implementation if such an effort is 
prioritized and dedicated time can be allocated within a 
calibration campaign. 

 

B. Future Work 
 In this paper, we emphasize the need of developing 
science autonomy tools for future exploration missions. 
Upcoming space missions, targeting Earth, other planets or 
deep space, will need higher autonomy. Indeed, by increasing 
quality science return and reducing the space-to-ground 
decision making interaction, new complex scenarios will be 
possible. Our team is investigating in data analytics and AI 
technologies like machine learning to support onboard data 
analytics as input for the onboard decision-making system that 
will generate plans/updates/actions. Increasing the presence of 
on-board autonomy will redistribute the processes between 
space and ground for operation scenarios in order to maximize 
the value of science data returned during these very 
challenging missions. We used MOMA data to develop initial 
machine learning algorithms and strategies as a proof of 
concept and to design software for supporting intelligent 
operations for more autonomous systems in the longer term. 
We also plan to explore different methods using neural 
networks to generate more data. In future work, we will 
investigate how we can tune our own neural network to best fit 
our operational and science objectives. The long-term goal is 
to optimize and minimize the requirement for the space-to-
ground interactions and similarly maximize the science return 
from future missions to challenging locations. 
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